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Abstract

In AugmentedReality (AR) realimageryis superimposetly com-
putergraphicsrenderingsof virtual objects. This paperaddresses
the problemof creatingthe (visual)illusion thatthe virtual objects
castcredibleshadavs in therealscenario A steptowardsthisis to
be ableto detectshadav regionsin imagesof naturalscenesand
this paperdescribesan approachto suchshadev detection. The
shadav detectionis capableof distinguishingbetweendirectly lit
areaspenumbrghalf-shadw) areasandumbra(full shadev) ar
eas. Furthermorejt is demonstratedhow virtual shadas canbe
createdvhich have avisualappearanceery similar to thoseof the
realshadavs.

This paper will be available online (in a color version) at
http://www.cvmt.auc.dk/"cbm/papers.html
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1 Introduction

In AugmentedReality (AR) imageryof real, physicalscenesare
augmentedvith visualizationsof virtual objectsto createtheillu-
sionthatthe virtual objectsarea partof the real scene(seefigure
1). AR is probablybestknown in the form of typical Hollywood
movies,whereit is now standardo mix realimageswith computer
graphicsrenderings.

But AR also can be usedfor, e.g., overlaying disassemblyn-
structionson imagesof electronicequipmentfor interactive enter
tainment,or for cooperatre designand planning, [Storring et al.
2002]. Augmentedscenariosanbe presentedo a useron a com-
puter screen,or via transparenHead Mounted Displays (HMD).
In the latter casethe userseesthe real world directly throughthe
HMD, andonly virtual objectsaredisplayedonthe HMD.

Regardlesof the chosendisplay technologythreedifferentis-
suesmustbe addressetb createtruly credibleillusions:

e registrationof virtual coordinatesystemto scenecoordinate
system(obserer tracking)

e handlingocclusionsetweerrealandvirtual objects

e subjectingthe renderingof virtual objectsto virtual lighting
whichis consistentith thelighting of therealscene

Maintainingaregistrationbetweertherealscenecoordinatesys-
tem andthe virtual scenecoordinatesystemis importantbecause
the virtual obserer appliedfor renderingthe virtual objectsmust
move in exact accordancewith the real obserer, otherwiseit is
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notpossibleto createtheillusion thatthevirtual objectsareplaced
(grounded)n thereal scene.A typical solutionto this problemis
magnetictrackingtechnologyor a computervision basedscheme,
[Stateetal. 1996].

Occlusionsarea naturalpartof realscenesVirtual objectsmust
occludereal objects,or vice versa,in a mannercompletelycon-
sistentwith the respectie sizes,positions,and orientationsof all
objectsrealand virtual. This problemcanonly be solved properly
givenacomplete3D modelof therealsceneandtheninsertingthe
3D modelsof virtual objectsin orderto solve thevisibility issue.

The latter of the threelisted items, lighting, is the focusof this
paper Thevirtual objectsmustbe renderedisinga lighting model
which is consistenwvith thelighting of therealscene.In principle
the positions sizes,intensitiesandspectreof all light sourcesnust
beknown in orderto rendervirtual objectsthattruely appeato be
partof thescene.

Thepresenpaperdescribeshecurrentstateof ongoingresearch
into this topic. The long term goal is, from an image of a real
sceneto estimateinformationconcerningthe lighting conditions,
suchthatvirtual objectscanberenderednto therealscenewithout
appearingconspicuous We are especiallyfocusingon being able
to facilitate the castingof shadavs from virtual objectsonto real
objects.l.e., creatingshadevs thatarenot partof thereal scene.

Currentlywe aredevelopingtechniquego estimatethe position
of the dominantlight sourcefrom a singleimageof a real scene
for which a coarse3D modelis known. An initial stepin this es-
timationis to classifythe areasn theimageinto areashataredi-
rectly lit, areasthatare partially lit, and areasthatarein shadav.
This classifications the maintopic of the paper but in additionwe
demonstratdnow theseclassificationresultscanbe usedto insert
believablevirtual shadavs.

1.1 Context and problem analysis

Actually describingour approachto estimatingdominant light
sourcepositionis beyond the scopeof this paper Neverthelesst
is appropriatdo sketchtheideato provide the context for themes-
sageof this paper

Firstlet us briefly discussthe issueof shadavs. Therearetwo
main aspectdo this: 1) the geometricissue,and 2) the spectral
issue. The geometricissuesdealsstrictly with the 3D geometry
of the sceneand the positionsand sizesof light sources. These
togetherdeterminewhich areasof the scenewill be 1) directly lit,
2) partially lit (penumbra)and3) in shadev (umbra),asillustrated
in figure 2.

The spectralissuecovers the considerationgequiredin cases
wherethe sceneis lit from morethanonelight source.If thereis
only onelight sourceandessentiallynoreflectionsrom theobjects
in the scenethe umbraareasare completelyblack,andpenumbra
regions just have lower intensity than directly lit. But generally
sceneshave multiple light sources. For instanceoutdoor scenes
arelit by the sunandthe sky (andreflectionsfrom objects). We
currentlywork with a weakassumptiorthat scendighting canbe
consideredo have two components:a dominant,positionallight
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Figurel: lllustrationof AugmentedRealityby superimposingirtual objectson realimagesandof how thevirtual objectsmustcastshadevs
in orderto properlyappeato be partof the scene.Left: original scene.Middle: virtual objectssuperimposedn realimage. Right: virtual

shadws have beenmanuallydrawn into theimage.

Figure2: A non-pointlight sourcewill give riseto threelighting-
wise differentareasin the scene:directly lit, partially lit (penum-
bra),andnotlit (umbra).

sourceand ambientlighting. This meansthat areaswhich arein
shadav from the dominantlight source(s)are actuallylit by the
ambientlighting. In orderto augmenthereal scenenot only with
virtual objectsbut alsowith their shadavs we needto knov how
to adjustboth the intensity and the color of a region in the image
to make it appearasif theregionis actuallyin shada - a shadov
createdby a virtual object. We demonstraten this paperthat it
is possibleto mimic the ambientlighting spectralpropertieswhen
creatingvirtual shadevs.

To computewhatareasvould bein shadav hadthevirtual object
actuallybeenpart of the scenerequiresa 3D modelof the scene,
3D modelsof the virtual objects,and knowvledge of the positions
andsizesof light sourcesThe 3D modelsof thevirtual objectsare
assumedvailable,sincethey areneededor thecomputemraphics
renderingaryway. The 3D model of the real sceneis in this re-
searchassumedh priori available,but could be acquiredusinge.g.
densestereotechniques.Figure 3 illustrateshow we calibratethe
camerato a scenecoordinatesystemand thus are ableto project
the 3D modelsof sceneobjectsto the imageplane; (the applied
calibrationtechniqueis describedn [Storring et al. 2002], andis
basedon [TruccoandVerri 1998]). The positionsandsizesof the
light sourcesmustbe estimatedusing the 3D model of the scene
andinformationfrom theimage. The imageinformationrequired
is a classificationof pixelsin theimageinto threecategories: di-
rectly lit, penumbraandumbra. This classifications the topic of
thepresenpaper

Thesecondssue knowing how to adjustpixel colorsandinten-
sitiessothey appeato bein shadav evenif they arenotin thereal
image,is alsoaddresseth this paper (sectiond).

So, the intermediateterm goal of our researchs to createthe
techniquesrequiredto performthe following sequenceof opera-
tions: 1) registerthecamergpositionto thescenecoordinatesystem

Figure3: Weuseasimplecalibrationobject(in therear)to compute
thepositionandorientationof the cameraelative to thescene The
known 3D modelsof the paperholder andthe spongehave been
projectednto theimage.

(estimatethe posef real sceneobjectsrelative to the camera)2)
classifythe pixels in the sceneinto directly lit, penumbraor um-
bra, 3) estimatethe positionof the dominantlight sourceselative
to the scene 4) figure out which areasin the imagewould lie in
shadav hadthe virtual objectsbeenpart of the scene5) change
the pixel color andintensityin thoseregionsto appeatike thereal
shadav regionsin theimage,and6) renderthe virtual objects tak-
ing lighting andocclusiondnto accountandsuperimpos¢hemon
theimage.

This paperaddressetechniquesn supporof steps2 ands. Step
4, computingthegeometrigpropertiesof shadavs from a3D model
of a sceneandpositionsof light sourcesjs a quite thoroughlyin-
vestigategproblem,andcanin factbe performedn realtime using
moderncomputelgraphicshardware. For introductiongo theavail-
abletechniqueseadersarereferedto [Foley etal. 1994; Watt and
Policarpo2001]. Thesereferenceslsocover step6.

Futureresearctwill build onthework describedn this paperto
addresstep3.

1. er ie o res lts

The approachtaken to classify image regions into directly lit,
penumbraor umbrais basedon first performinga color segmen-
tationof theimagein a color spacenormalizedfor intensity In this
manneiit is possibleto grouppixelsinto regionsthathave similar
color. Figure4 illustratesthis for the caseof theimagein figure 1,
whereall the pixelswith colorssimilar to thoseof thetablesurface
areshavn. Color sggmentatioris describedn section2.
Fromtheintensityhistogramof sucharegion of pixelsit is pos-



Figure4: All pixelsof 'tablecolor sgmentedrom imagein 1.

sible to selecttwo thresholdsdividing the pixelsinto threeinten-
sity categories: umbra(lowestintensity catgory), penumbraand
directlylit (highestintensitycategory). Theautomatidhresholdse-
lectionis describedn section3. Figure5 shavs the resultson the
tablesurface.

Overall this approachis similar to that of [Funka-Leal1994].
But, where Funka-Leausesa somavhat heuristicapproacho in-
tensity thresholdselectionbasedon detectinghistogrampeaksby
differentiation,we demonstratéhat the thresholdscanbe selected
completelyautomaticallyusing a statistically basedscheme,and
we alsoaddresshe problemthatwe in factdo notknow in advance
thatall threecategorieswill be sufficiently representeéh the im-
age.l.e.,we do notknow how mary intensityclassedo divide the
pixelsin to. Thisis anissuethatFunka-Leadid notaddress.

A furtherresultof this work is thatwe cangenerateealistically
appearingvirtual shadavs, asillustratedin figure 6.

Figure6: A fake umbraareahasbeenaddedto theimageto illus-
tratethatimageregions can be adjustedin termsof intensityand
colorsoasto appealasshadv.

ntation o r ions
Figure4illustratedhow it is possibleto segmentall pixelsof similar
color. Anotherexampleof the sameis shawvn in figure7.

The approachtaken is to corvert the RGB color imageto the
HSV color space(althoughsimilar resultscan be obtainedin rgb
space).Thenwe form classesn the two-dimensiona(H, S) plane
by computingthe meanandthe covariancematrix for a smallpop-
ulation of pixelswith similar color. For the examplesgivenin this

paperthetrainingis interactize in the sensehatthe userselectsa
smallrectangulaarea,for exampleon the sideof the paperholder
in figure 7. Themeanfor thisclass,uc [y Hg|, andthe2 by 2
covariancematrix, ¢, is computed.Subsequentlithe squaredMa-

halanobisdistance D? p; ¢, from ary givenpixel, p;  [H; S].
to theclassc is computed:
T
D? p; C [Uc pi] 2 [Hc pi] (1)

If thesquaredlahalanobislistanceP? p; ¢ , isbelaw athresh-
old, the pixel p; is classifiedas belongingto the color classc.
In the presenimplementatiorthis thresholdhasbeensetto 9 21,
correspondingo a confidencelevel where 99% of a population
would beinsidethe threshold provided the populationwasa two-
dimensionalsaussiamistribution with meany. andcovariancex.

In this study the userinteractvely selectstraining classes. A
futureautomaticsystemwould performregion growing from seeds
with a similar color spacedistancethresholding.

assi cation o s ado s

Givena populationof pixelsthatall have beenclassifiedashaving
similar color it is now valuableto againlook attheintensities.The
intensitiesnaturallyhold alot of informationabouthow muchlight
hits a region in the scene.Figure 8 shavs the intensity histogram
for thetableregion shawvn in figure 4.

Figure 8: Intensity histogramfor all pixels with table color from
figure5. Thetwo (red)verticallineson the horizontalaxisindicate
two thresholdvaluesfoundautomaticallyseparatinghe pixelsinto
3 catgyories: umbra(belon lowestthreshold),penumbraand di-
rectlylit (above highestthreshold).

Assumethat the intensity histogramhasbeennormalizedwith
the numberof pixels so that the histogramrepresents probabil-
ity densityfunctionfor intensityvalues. Intensityvalueslie in the
range O;lmax . Thus,the histogramvalueatintensityi, P i , gives
theprobability of thisintensityvaluein theimage.Thesumof P i
overall i equalsl.

An approachexists, developedby Otsu, [Otsu 1979; Haralick
and Shapiro1992], for automaticallyselectinga single threshold
given sucha histogram(assumedo be bi-modal), The approach
findsthethresholdvhichminimizesthewithin-group variance. For
agiventhresholdt, thewithin-groupvarianceis foundas:

2

o2t qtoft g,tost (2)

where:

t
gy t 21 Pi 3)



Figure5: Right: pixelsof thetablesurfaceclassifiedasbeingdirectly lit by the dominantight source Middle: pixelspartiallylit by thelight

source(penumbra)Left: pixelsonly lit by ambientighting (umbra).

Figure7: Left: animageof arealsceneMiddle: all thepixelswith color similar to thatof the paperholder Right: all pixels of spongecolor.

I max
o t SPi (4)
it

andwhereal2 t is thegroupvarianceof the populationbelov the

threshold, andaz2 t isthegroupvarianceof thepopulationabore.
Thewithin-groupvarinceis computedisingeq. 2 for all possible
thresholdvaluest  0;lyax . Thethresholdvaluewhichyieldsthe
smalleswithin-groupvarianceis thenselected.
Thisthresholdselectiorscheméhasheenimplementedandused
in thefollowing manner:

1. computeand normalizethe intensity histogramof the pixel
population

2. usethethresholdselectionapproacho find a first threshold,
t,, separatinghe populationinto to two: directly lit, andnot
directly lit

3. remove all pixelswith intensityabove t; from the population,
i.e.,remove thedirectlylit pixels

4. computenew intensityhistogranfor theremainingpixel pop-
ulation (the non-directlylit)

5. automaticallyselecta secondthreshold.,t,, separatingion-
directlylit pixelsinto umbraandpenumbra

As it is seenthisis atwo stepapproach.And it is the approach
usedto generatehe lighting classificationrshavn in figure 5. The
approachworks very well if the pixel populationis dominatedby
directly lit pixels, i.e., if thereis much moredirectly lit areathan
umbraand/orpenumbra.

This is not the casefor the paperholder of figure 7. Figure 9
shaws the histograntor this pixel population.In factit is noteven
feasiblefor ahumanto correctlyselecttwo thresholddasedn the
histogramalonein this case.

To addresghis problemwe have generalizedhe thresholdse-
lection schemefrom [Otsu 1979; Haralick and Shapiro1992] to
tri-modal histograms gnablingthe methodto simultaneously find
the combinationof two thresholdst,, andt,, (t2  t;), minimizing
thewithin-groupvariance:

gyt aty o7ty
Bbttogtt,
Gty 05 1, (%)
where:
t
q t Pi ©6)
2%
tZ
Gty t, S Pi )
i,
Imax
g, t Pi (8)
3 iZZ

Figure9 shavs the thresholdshoserby simultaneouselection
of boththresholdswhichin this caseperformsmuchbetterthanthe
two-stepapproachdescribecabore. Thelight classificatiorresults
areshawn in figure 10. It is a matterfor future investigationsto
develop a schemefor automaticallydecidingwhetherto execute
thetwo-stepapproachor the simultaneoushresholdselection.



Figure10: Left: directlylit areaof paperholder Middle: penumbraarea.Right: umbraarea.
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Figure9: Intensityhistogranfor all pixelsof the paperolderfrom
figure 7. Thetwo (red) verticallinesindicatethe thresholdsleter
mined simultaneouslyusing a generalizatiorof Otsu’s methodto
tri-modal histogramgseetext).

nratin a s ado s

We now turn towardsattemptingto createvirtual shadws, which
mimic realshadas. It is assumedhatthe geometricpropertiesof
thevirtual shadas have beencomputedprior to this (asdescribed
in step4 in section1.1). We will not addresghis here,only look
at how to changethe spectralpropertyof animageareaso thatit
lookslike arealshadav.

We basicallyneedis schemeenablingusto changethe spectral
propertieof onepixel population sothatit equalghepropertieof
someotherpopulation.Thatway we canfor exampletake adirectly
lit areaandturnit into whatit wouldlook likeif it hadactuallybeen
apenumbrarea.

Assumewe have animageregion from the original imagewith
someaverageRGB values, R G B . This region canfor
examplebetheregionto theleft in figure 12. Assumealsothatwe
have a’'model’ region, with averageRGBvalues R G B %
(for examplethe umbraregion to theright in figure 12). We wish
to changethe original sothatit hasthe samecolor andintensityas
themodel.

We will usetheimageblendingschemeknown asalphablend-
ing, [Watt and Policarpo2001], to changethe appearancef the
original region, so thatit acquiresthe sameaverageasthe model
region. Alphablendingis performedon all pixelsin a definedarea
andis supporteddy contemporarcomputergraphicshardware. In
its generaform alphablendingfor a pixel i is alinearcombination

Figure11: A fake squarepenumbraregion hasbeenaddedto the
rightin theimage.Thefake penumbraegion hasthe sameaverage
RBG valueasthe penumbracastby the paperholderon theright.

of the pixel’s original RGB valuesandanalphaoverlay:

R R R
i al| G 1 a | G )]
B |, B |, B |,

wheresubscriptr indicatesthe result RGB valuesafter the alpha
blending,subscripta indicatesalphaoverlay RGB values,andsub-
scripto indicatesthe pixel’s original RGB valuesbeforeblending.

Eq. 9 meansthat we canchangefor examplea directly lit re-
gion into an umbraregion, provided we canfind a combinationof
an a valueandan overlay RGB vector [ R G B ]Z which
when appliedto all pixels in a region changeshe averagefrom

R G B Jto R G B [ le.,weneedto solve thefol-
lowing equationsystemfor a, Ry, Ga, andBg:

R
a| G 1 a
B

m a (o]

(10)

W@
WO

Wewill usethesameRGB valuesfor all pixelsin thealphaover
lay, thereforethereis no subscripti and no averagebar over the
overlay’s RGB componentsn eq. 10. Obviously 3 equationsare
not enoughto solve for 4 parametershut if we briefly treata asa
known valuewe canre-arrangeeq. 10 andwrite out for eachcolor



component:

1 — - _

R ~Rn R R (11)
1 - _ _

Ga E(Gm Go) Go (12)

Ba % B_m B_o B_o (13)

In principle we could choseary value for o, andtherewould
still be a solutionto egs. 11 through13. But, thereare othercon-
straintsto consider Firstof all a mustbein theintenal [ 0; 1 }
Secondlyandveryimportantly o shouldbeassmallaspossiblen
orderfor the blendingrepresentedy eq. 9 to presere as much
as possible of theoriginal pixel values([| R G; B ]T), i.e.,to
weighthe original valuesashigh aspossible.This will ensurethat
theoriginaltexturewill bevisiblethroughthealphaoverlay;adding
the shadav shouldnot destry the texture. So, thereis a needto
minimize a. On the otherhand,hardware supportedalphablend-

ing doesnotallow ary of thecomponenty R~ G; B }T in the
alphaoverlay to be negative. This last constrainttranslatesnto
threeconstrainton how smalla canbe,onefor eachcolorcompo-
nent,wherea thenhasto be higherthanor equalto the largestof
thethreevalues:

Ro Rn Go Gm Bo Bm
a max 14
Ro Go Bo (14)

As eg. 14 computeghe minimumallowable a value,andsince
o hasto beassmallaspossibleto presere texture, we choosethe
al pha valuefound by eq. 14. With this value we canthenapply
egs.11throughl3to computehe RGB componentsf the overlay

The stepsin creatinga virtual shadev thenbecomegassuming
theimageregionto coveredby avirtual shadev hasbeencomputed
usingsomeshadav castingalgorithm):

1. take a small population of pixels which are in shad,
e.g., penumbra, and compute the average RGB values,
R G B |

2. take the populationof pixels in the region which shouldbe
changednto appearindik e shadev andcomputethe average
RGBvalues, R G B [

3. applyeq.14to find thebesta value

4. applyegs.11throughl3to com[?utethe RGB componentsf
thealphaoverlay R G B

5. performalphablendingusingeq. 9 usingthe sameRGB val-
uesfor all pixelsin theoverlay

We have madeexperimentswith applyingthe exact samepro-
cedureto the problemof 'remaving’ shadavs in the image, e.g.,
turningpenumbranto adirectly lit area,andit worksequallywell.
It is simply amatterof selectingappropriateixel populationsn the
firsttwo steps It is thoughimportantto notethatremoving shadavs
from arealimagewill never berelevantto augmentedeality, since
penumbreaor umbrain therealscenewill never needto bechanged
into directlylit (unlessthevirtual objectsemitlight, of course).

onc usions and utur or

It hasbeendemonstratethatimagesof naturalscenesanbeclassi-
fied into directly lit, penumbraor umbraregionswithout any prior
knowledge of lighting or scenecontent. It hasalsobeendemon-
stratedthat given this classificationit is possibleto add realistic

Figurel2: Theregionindicatedto theleft is to bechangedoasto
have sameRGB meanastheregionindicatedinn theumbracastby
the paperholder

falseshadws to images,shaving thatit is possibleto let virtual
objectscastshadavs in realscenes.

Futureresearclhinvolvesdevelopingmethodgor estimatindight
sourcepositionsfrom images andusingthis informationto gener
aterenderingof virtual objects,including shadavs, andsuperim-
posingthemonimages.
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